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Abstract—This supplement is organized as follows. Appendix A presents the speech codecs analyzed in this work and describes
how we studied the codecs used in the different versions of Skype. Appendix B explains how entropy was used to express the
heterogeneity of the packet lengths and how it was computed in real-time. Appendix C describes several details regarding the analysis
of the traffic generated by Voice over Internet Protocol (VoIP) sessions with different speech codecs. Appendix D briefly explains the
modular architecture of the classifier proposed in the main article. Appendix E characterizes the testbed and the datasets used for
the performance evaluation of the proposed method, describes the composition of the datasets, presents additional details and results
regarding the performance evaluation included in the main article, and describes the analysis of the computational resources used by
the proposed classifier.
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A A
S C
The analysis presented herein and the proposed classifier
are both based on the speech codecs used in Voice over
Internet Protocol (VoIP) sessions. We studied the lengths
of the packets generated by VoIP sessions using several
codecs by observing several traffic samples of each of
the codecs included in Table 1 of the main article and
we tried to identify patterns for each of them.

Speech codecs use audio processing techniques and
compression algorithms to encode analog audio into
digital signal. In order to turn a continuous signal into a
discrete signal, codecs take samples of the analog signal.
Additionally, codecs process the analog signal in frames
with a limited size which contain a segment of the
signal. Most codecs use different sampling frequencies
(the number of samples per second) and frame sizes,
which influences the amount of data transmitted in a
VoIP call. For instance, G.729 has a sampling frequency
of 8 kHz with samples of 16 bits and uses a frame size
of 10 ms, while Pulse-Code Modulation (PCM) has a
sampling frequency of 8 kHz with samples of 8 bits and
the G.711 standard does not fix a frame size. Moreover,
speech codecs use different compression algorithms and
some of them prioritize audio quality, while others try to
minimize the bandwidth used in a VoIP session. Besides
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these aspects, Constant Bit Rate (CBR) codecs generate
packets with constant lengths, while the data generated
by Variable Bit Rate (VBR) codecs depends also on the
signal they are encoding. Consequently, the packets used
to transmit the data created with distinct codecs through
the network present different lengths.

All the codecs used by more than one of the selected
applications, presented in Table 1 of the main article,
were studied in this work. In the case of Skype, all the
codecs it supports were analyzed as they are mostly pro-
prietary codecs that are not used by other applications.

A common codec used in VoIP sessions is PCM,
standardized in the G.711 recommendation of the Inter-
national Telecommunication Union (ITU). G.711 defines
two main compression algorithms, the µ-law algorithm
(used primarily in North America and Japan) and the
A-law algorithm (used in Europe and the rest of the
world). The two versions of PCM are usually referred by
the applications as PCMU and PCMA, respectively. For
the sake of coherence, the same designations are used in
the main article. G.722 is based on Sub-Band Adaptive
Differential Pulse Code Modulation (SB-ADPCM), which
uses the baseline of PCM. Speex codec was also analyzed.
It has three modes, ultra-wideband (sampling rate of
32 kHz), wideband (16 kHz), and narrowband (8 kHz)
and supports CBR and VBR.

Although the Global System for Mobile
communications (GSM) is a standard for mobile
telephone systems, it is commonly used to identify
a speech codec. The original GSM speech codec is
named Regular Pulse Excitation Long-Term Prediction
(RPE-LTP). Nonetheless, as VoIP applications use the
term GSM to refer to the codec, the same designation is
used in this article.
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The Global IP Solutions (GIPS) company delivers em-
bedded solutions used for communications. It offers a set
of proprietary codecs that includes Internet Speech Au-
dio Codec (iSAC), Internet Low Bit Rate Codec (iLBC),
Internet Pulse Code Modulation wideband (iPCMwb),
and Enhanced G.711 (EG711) U/A. From these, only iLBC
is royalty-free. In May 2010, GIPS was bought by Google
and its codecs are now used by Google Talk.

All versions of the Skype software from 2.0 were tested
to identify the different codecs supported throughout its
evolution. The versions prior to 2.0 were not used as
they seem to not be able anymore to connect to the
authentication server of Skype. In order to know the
codecs used by Skype in each version of the software,
we started by identifying the codec used in a VoIP
session by activating the display technical call info option
in the Skype client. Afterwards, we used the DisableCodecs
tag in the config.xml file to iteratively disable every
codec until no codec is left. We repeated this process
for every Skype version and we concluded that, before
version 3.0, Skype used G.729, PCM U/A, and the GIPS
codecs. In version 3.0, it stopped using iPCMwb and the
support for Adaptive Multi-Rate Wideband (AMR-WB)
was added. From version 3.2 to 4.0, Skype used G.729,
PCM U/A, AMR-WB and Sinusoidal Voice Over Packet
Coder (SVOPC), a proprietary codec from Skype. In
version 4.0, it stopped using AMR-WB and SILK, another
Skype proprietary codec, was introduced. SILK has super-
wideband (24 kHz) and wideband (WB) (16 kHz) modes
and, since version 4.1 of Skype, it also has mediumband
(MB) (12 kHz) and narrowband (NB) (8 kHz) modes.
Another codec, identified by NWC in the config.xml
file, is used since version 4.1 of Skype. Although in our
analysis it presented properties similar to the ones from
PCM, it was not possible to find any further information
regarding this codec.

A B
E H T E
The concept of entropy introduced by Shannon in the
information theory [1] is used in this article to assess the
level of heterogeneity. Shannon presented entropy as a
measure of the uncertainty of a random variate. Entropy,
denoted by H(x), is defined by

H(x) = −

n∑
i=1

p(xi) ln p(xi), (1)

where n is the number of distinct occurrences of x, and
p(xi) is the probability of the particular occurrence of
xi. For any finite number of occurrences m ∈ N, the
maximum value H(x) may attain is given by

H(x) = ln m. (2)

The value of the entropy is always a positive number. If
the number of different values in the pool of samples is
small, H(x) is close to 0. It increases with the number
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Fig. 1. An independent sliding window with size of N
packets contains the lengths for each identified flow, and
one entropy value is calculated in each iteration.

of distinct occurrences under analysis. In this article,
entropy is used to measure and apply the heterogeneity
of the lengths of the packets from the analyzed traffic.
Hereinafter, any mention of entropy refers to the entropy
of the lengths of the packets.

Since, by definition, entropy is calculated for a set
of values, based on the probability of each value, it is
necessary to define to which set of lengths the entropy
should be calculated when analyzing aggregated traffic
from one or more hosts. Given the goal of identifying
VoIP flows, one option would be to calculate entropy
for all the packets of each complete flow. However,
such approach would produce a classification only at
the end of the flow, preventing its application to real-
time analyses. Moreover, any characteristics resulting
from occasional behaviors in the middle of a flow might
compromise the results of the analysis for the complete
flow. Alternatively, if the value of entropy was obtained
for intervals of time, the conclusions would also depend
on the packet rate in each flow and a classification result
would only be produced at the end of each interval.

Therefore, instead of calculating the entropy for each
complete flow or for time intervals, it was implemented
a method based on a sliding window with a constant
size of N packets, as depicted in Fig. 1. For each flow,
an independent window is used. Every time a new
packet arrives, the flow to which the packet belongs is
identified and the length of the packet is added to the
corresponding window. When a new length is added,
the oldest length in the window is dropped, creating the
virtual movement of the sliding window.

The entropy is calculated for the lengths within the
sliding window in each iteration, as exemplified in Fig. 1.
One entropy value is obtained for each packet through-
out the flow, with the exception of the first N−1 packets
before the window is filled. By using this procedure, it
is possible to assess the evolution of the entropy value
immediately every time a new packet arrives.

In order to make the process sufficiently efficient to
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be used in real-time, entropy is calculated using (1)
only when the window is filled for the first time. After
that, instead of being calculated repetitively, its value
is updated in each new iteration of the window, when
the oldest length in the window (xo) is dropped and
the latest length (xl) is added, using (4). The influence
of both lengths in the entropy is updated using (3),
where pi−1(x) and pi(x) are the probability of x in the
(i− 1)th and ith iterations of the window, respectively. A
counter of the occurrences of each packet length is kept
in memory, to avoid counting the occurrences of each
packet length in every iteration. By doing so, only the
counters of the packet that leaves and of the packet that
is added to the window are updated. In each iteration
i, a counter ci of a packet length x is updated through
the decrement or the increment of ci−1, depending on
whether the corresponding packet leaves or is added to
the sliding window, respectively. pi(x) is computed by
dividing ci by the total number of occurrences under
analysis, which is equal to the size of the sliding window.

U(x) = pi−1(x) ln pi−1(x) − pi(x) ln pi(x), (3)

Hi(x) = Hi−1(x) + U(xo) + U(xl). (4)

A C
A   T  S C
In this appendix, we present detailed information re-
garding the analysis of VoIP traffic described in the
main article, including the experimental data, the use of
sliding windows to compute entropy, and the properties
of the packet lengths.

C.1 Experimental VoIP Traffic
In order to study the properties of the packets generated
by each codec, it was necessary to collect experimental
traffic from each codec. By using VoIP applications that
offer the possibility of choosing the codec in a prefer-
ences menu, we were able to force the use of a specific
codec in each session and capture the traffic it generates.
In the case of Skype, there are no menu options to choose
the speech codec. However, Skype creates a config.xml
file for each user, in which it is possible to force the use
of a specific codec or to disable codecs. By using this
file, we were able to obtain traffic samples of each of the
codecs used by Skype in its different versions.

The experimental traffic used to study the properties
of the data from each codec was collected from more
than 160 VoIP sessions, using the selected applications.
Although it was observed that one or two minutes were
enough to stabilize the properties of the traffic from each
codec (as mentioned in [2]), the duration of the sessions
analyzed varies from 4 to 30 minutes. The collected data
totals 654 MB, 274 MB from the Transmission Control
Protocol (TCP) and 380 MB from the User Datagram
Protocol (UDP).

The two peers were not running any other application
so as to make sure that only the traffic generated by
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Fig. 2. Mean of the entropy of three examples of traffic
for different sizes of the sliding window ranging from 10 to
2000 packets.

the VoIP application was captured. As most applications
implement Session Initiation Protocol (SIP), it was also
possible to analyze VoIP sessions between peers using
distinct applications. Usually, VoIP applications use the
Real-time Transport Protocol (RTP) over UDP. Skype can
also resort to TCP to transport the VoIP data. Hence,
in some of the analyzed sessions, the UDP traffic was
blocked to force the use of TCP.

The analyzed VoIP sessions were made in small and
large Local Area Networks (LANs) and through com-
mercial home links as well. The peers were running
Microsoft Windows and Linux operating systems and, in a
few sessions, Skype and Linphone over Android operating
system were also used.

C.2 Sliding Window
The analysis of the entropy of the packet lengths was
performed for a sliding window with a constant size of
N packets. The use of a sliding window enables the real-
time analysis during the duration of the flow, instead of
analyzing the complete flow only when it has finished.
We repeated the analysis for different window sizes,
from 10 to 2000 packets, to understand the effect of the
window size in the entropy value. Fig. 2 depicts the
mean of the entropy using different window sizes, for
three examples of traffic with distinct levels of entropy,
low, medium, and high. In the figure, it is possible to
observe that the entropy starts growing slower for a
window size of 100 packets, and from the size of 500
packets, the entropy increases very slightly.

However, the effect of the sliding window size in the
entropy value is of relative importance for the purpose
of this work. Provided that the entropy is distinguishable
for the different codecs, the absolute value of the entropy
is not very relevant. More important is the stability of
the entropy, because if the entropy varies significantly,
passing the limits defined in several signatures, it would
be difficult to make a classification decision. Fig. 3
presents the variation of the entropy using different
window sizes. As the size increases, the entropy becomes
more stable. However, it also takes more seconds to fill
the window, depending on the number of packets per
second generated by the codec.

The effect of the size of the sliding window is also
exemplified in Fig. 4. The lengths from the first three
minutes of two VoIP sessions using a CBR codec and
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Fig. 4. Representation of the lengths of the payloads
and of the entropy of the first three minutes of two VoIP
sessions using NWC and SILK WB codecs.

a VBR codec are represented along with the evolution
of the entropy for windows with sizes of 100 and 500
packets. The y-axis ranges from 0 to the maximum value
of entropy for a window of 500 packets and a dashed
line is also depicted to mark the maximum value for
a window with size of 100 packets. One may observe
that, for a window of 100 packets, entropy is closer
to its maximum, when compared to the value it may
attain for a window of 500 packets. However, its absolute
value is very similar in both cases. Hence, the size of
the window will not impact decisively the value of the
entropy in the analyses made. Nonetheless, the stability
of the entropy given by larger windows is important to
identify patterns for the codecs based on the different
levels of entropy. The drawback is that a larger window
is likely to take more time to be filled and, consequently,
it will need a few seconds more to identify a VoIP flow.
Based on the analysis made in our previous studies [3],
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Fig. 5. Comparison of the entropy for the first three
minutes of two Skype sessions using G.729 over UDP
and TCP and the effect of filtering the packets whose
transport-level payload is smaller than 5 bytes.

[4] and exemplified by Figs. 2 and 3, we choose the size
of 500 packets as a compromise between the stability of
the entropy and the time to obtain the first result.

C.3 Properties of the Packet Lengths
Since the analysis performed in this work is based on
the properties that result from the codec used in the
VoIP session, it is useful to focus the observation only on
the data carried within the transport payload. By doing
so, it is possible to discard any effects of the transport
protocol. Furthermore, it enables the identification of
patterns that are common in the traffic from the same
codec, whether UDP or TCP is used to transport the data.

Nevertheless, in some of the examples analyzed of
Skype traffic that used TCP for VoIP sessions based on
a CBR codec, it was noticed that, besides the packets
with a constant length, there were occurrences in which
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TABLE 1
Summary of the analysis of entropy and payload lengths

of VoIP sessions using CBR codecs.

Codec Entropy mean Frequent lengths
Incoming Outgoing (Byte)

Skype
PCMA 0.237 0.198 166, 168, 169, 170
PCMU 0.217 0.201 176, 178, 179, 180
G.729 0.215 0.202 26, 28, 29
iLBC 0.224 0.190 46, 47, 86
NWC 0.246 0.222 166, 169

SIP applications
PCMA 0.003 0.004 172
PCMU 0.002 0.004 172
G.722 0.000 0.001 172
GSM 0.003 0.005 45
iLBC 0.005 0.005 50, 88

Speex 32 kHz 0.001 0.000 49, 86
Speex 16 kHz 0.001 0.000 44, 82
Speex 8 kHz 0.001 0.000 32, 50

the length of the TCP payload was very small, being
almost 0 bytes. This behavior was observable in only
a few cases, and as the Skype protocol is closed, it is
difficult to understand what is the cause. Moreover, in
every case where TCP is used, there are packets whose
payload has length of 0 bytes as their purpose is only
to send TCP tags. These occurrences of packets with
different lengths modify the heterogeneity level observed
for each codec. Fig. 5 shows an example of two Skype
sessions using G.729, over UDP and TCP. The lengths of
the payloads from the session that resorted to TCP, are
similar to the ones obtained when UDP was used. How-
ever, it is possible to observe that, when the VoIP session
is made over TCP, there also several packets whose
payload has length very close to 0 bytes, increasing the
entropy significantly. In order to overcome this problem,
the analysis mechanism implemented discharges every
packet whose payload has length less or equal to 5 bytes.
Using this filter makes it possible to focus on the packets
that carry the voice data, obtaining a similar level of
entropy to when UDP is used, as show in Fig.5.

In order to identify common characteristics in the
packet lengths of the different codecs, we analyzed the
traffic from several VoIP sessions made using different
speech codecs. In this appendix, we present a summary
of the results obtained in the analysis described in the
main article.

Table 1 shows the frequent lengths observed for spe-
cific CBR codecs, as well as the interval in which the
observed values of the entropy of the packet lengths
are contained. The entropy the entropy of the packet
lengths when using a CBR codec is almost always zero.
However, for the Skype traffic, the entropy is always
slightly higher.

In the case of VoIP sessions using VBR codecs, the

TABLE 2
Summary of the analysis of entropy and payload lengths

of VoIP sessions using VBR codecs.

Codec Entropy mean Frequent lengths
Incoming Outgoing (Byte)

Skype
EG711A 4.432 4.484 90–250, 200–400
EG711U 4.311 4.305 90–250, 200–400
iPCMwb 4.224 4.572 150–300, 300–600

iSAC 4.329 4.248 70–150, 170–300
SVOPC 2.468 2.413 15–120

SILK 3.676 3.651 40–120
SILK WB 3.704 3.607 40–120
SILK MB 3.020 2.9.24 30–60
SILK NB 2.868 2.828 20–50
AMR-WB 0.868 0.753 10–80

SIP applications
Speex 32 kHz 2.124 2.164 20–100
Speex 16 kHz 2.077 2.059 20–100
Speex 8 kHz 1.684 1.754 10–60

Entropy ∈ E and
length ∈ L ? C < W ?C > 0 ?

Decrement C

YN

Y Y

Increment C

Continue execution

N N

Fig. 6. Signature matching process used by the classifi-
cation decision module.

packets lengths vary within a range of values. For this
reason, the entropy is also higher when compared with
the one obtained for the CBR codecs. The common
values observed for VBR are presented in Table 2 for
traffic of sessions from Skype or from SIP applications.

A D
C
The proposed classifier is formed by three modules: one
responsible for processing the packets, other for calculat-
ing the entropy level, and a third one for identifying the
VoIP data. The modular architecture of the mechanism
is illustrated by Fig. 3 of the main article. The packets
are received, from a live or an offline source, by the
packet processor module, which extracts the transport-
level payload length and the tuple identifier based on
the perspective used in each analysis of the classifier.
Additionally, the packet processor filters out every packet
whose transport layer payload is smaller than or equal
to 5 bytes, as explained in section 3.1 of the main article.

A statistical analysis module was implemented to
calculate several statistics based on the sliding window
method depicted in Fig. 1 and it was used to perform
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the VoIP sessions analysis described in section 3 of the
main article. The same module was also used as one
of the components of the classifier. It receives the tuple
identification and the length of the payload from the
packet processor module, includes it in the corresponding
sliding window, updates the statistics, and returns the
value of the entropy, in the latest iteration of the window
for the considered tuple, to the packet processor. This
module receives the data from the statistical analysis
module and, if the sliding window of the corresponding
tuple is already filled, it sends the identification of the
tuple, the length of the payload, and the entropy value
to the classification decision module.

The classifier separately analyzes each direction of a
traffic flow and compares the results. As described in
the main document, a classification is made only if the
results for both directions are the same, so as to avoid
false positives caused by multimedia applications whose
traffic may have properties similar to VoIP traffic in
only one direction. Due to the asymmetric routing in
backbone, the access to both traffic directions may not
be possible in the network core and, thus, the effective-
ness of the proposed classifier may be slightly lower.
Nonetheless, in the network edges, the performance will
not be affected since the classifier has access to the traffic
in both directions.

A E
P E

In this appendix, we describe additional details about
the performance evaluation of the proposed classifier.

University
network

gateway

Internet

capturing machine

mirror
port

Fig. 8. Laboratory testbed in which the datasets used in
the performance evaluation were captured.

TABLE 3
Datasets used to evaluate the performance of the

classifier.

Dataset Volume (GB) Flows
TCP UDP TCP UDP

Dataset 1 1.3 0.4 7454 1007
Dataset 2 1.0 0.6 9053 1185
Dataset 3 2.3 0.8 10307 1910
Dataset 4 5.5 10.0 31933 42114

E.1 Datasets Used in the Performance Evaluation

Evaluating the performance of a traffic classifier is not
an easy task as it is necessary to previously know which
application has generated each flow of the traffic samples
used in the evaluation. In order to assess the ground-
truth of traffic traces used in the performance evaluation
of classification methods, some of the studies propos-
ing new traffic classifiers use a Deep Packet Inspection
(DPI) mechanism as a reference classifier. Such approach
sometimes goes against the motivation of the studies
that claim that new classifiers are necessary since DPI is
becoming ineffective due to encryption and other evasive
techniques. Besides, available datasets do not usually
contain payload data which renders DPI useless as a
reference classifier. Moreover, the classification approach
proposed in the main article is focused on the codecs
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TABLE 4
Composition of the datasets used in the performance evaluation.

Traffic Dataset 1 Dataset 2 Dataset 3 Dataset 4
Bytes (%) Flows (%) Bytes (%) Flows (%) Bytes (%) Flows (%) Bytes (%) Flows (%)

TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP
HTTP download 04.09 00.12 09.71 01.44 05.78 00.65 03.29 00.37 00.39 00.03 04.33 00.82 06.77 00.00 00.08 00.09
Web browsing 01.05 00.00 04.12 00.58 00.57 00.03 04.69 00.37 00.26 00.02 02.89 00.55 00.07 00.01 00.82 00.11
Streaming 53.78 18.19 40.87 03.47 49.16 30.36 51.28 05.82 61.57 20.12 50.30 05.58 01.74 12.03 03.07 03.18
Telnet / SSH 00.44 00.01 01.04 00.15 00.21 00.01 01.76 00.14 00.00 00.00 00.00 00.00 00.04 00.01 00.20 00.11
FTP / SFTP 00.93 00.03 02.20 00.33 00.64 00.04 05.27 00.42 00.00 00.00 00.00 00.00 04.51 00.00 00.11 00.05
P2P streaming 03.16 01.07 09.43 00.80 01.74 00.98 07.89 00.90 04.35 01.42 06.71 01.00 16.58 35.39 12.34 23.90
P2P file-sharing 06.33 02.14 12.58 01.07 01.16 00.65 03.29 00.37 06.52 02.13 10.06 01.40 04.73 16.92 14.55 37.71
VoIP 05.41 03.24 08.12 04.08 03.25 04.77 10.59 03.56 01.35 01.86 10.01 06.36 01.08 00.12 02.54 01.14

TABLE 5
Codecs used for the VoIP sessions included in the performance evaluation datasets.

Traffic Dataset 1 Dataset 2 Dataset 3 Dataset 4
Bytes (%) Flows (%) Bytes (%) Flows (%) Bytes (%) Flows (%) Bytes (%) Flows (%)

TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP TCP UDP
Skype AMR-WB 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 03.68 03.63 01.75 07.62
Skype G.729 02.51 01.48 01.34 00.22 02.09 03.56 07.91 04.85 00.00 00.00 00.00 00.00 04.51 00.29 01.94 03.22
Skype PCMA 06.03 04.26 01.55 00.31 06.07 09.92 02.84 06.72 00.00 00.00 00.00 00.00 08.20 00.30 01.61 02.65
Skype PCMU 06.89 04.59 01.65 00.10 04.97 09.75 03.36 06.04 00.00 00.00 00.00 00.00 07.88 00.28 01.47 02.46
Skype NWC 04.19 04.38 02.07 01.24 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 03.29 00.12 00.90 01.84
Skype iSAC 00.00 00.00 00.00 00.00 01.61 03.02 01.34 02.46 00.00 00.00 00.00 00.00 02.88 00.34 00.28 02.22
Skype iPCMwb 00.00 00.00 00.00 00.00 07.22 09.06 01.79 03.06 00.00 00.00 00.00 00.00 09.12 05.80 00.90 05.30
Skype EG711A 00.00 00.00 00.00 00.00 05.84 06.85 02.09 03.43 00.00 00.00 00.00 00.00 05.47 00.34 00.38 02.41
Skype EG711U 00.00 00.00 00.00 00.00 07.11 08.25 01.64 03.06 00.00 00.00 00.00 00.00 06.11 00.34 00.38 02.51
Skype iLBC 00.00 00.00 00.00 00.00 02.59 02.71 02.01 03.58 00.00 05.13 00.09 02.05 02.07 00.35 01.51 03.17
Skype SILK 07.79 05.18 03.51 00.31 00.00 00.00 00.00 00.00 00.00 06.25 00.11 02.49 09.64 00.57 06.24 07.14
Skype SILK WB 07.75 04.71 03.20 00.37 00.02 01.86 01.04 01.42 00.00 00.00 00.00 00.00 08.27 00.41 01.84 03.41
Skype SILK MB 04.39 02.01 01.45 00.21 00.04 01.61 01.79 01.79 00.00 00.00 00.00 00.00 02.08 00.12 00.19 00.80
Skype SILK NB 04.59 01.61 01.65 00.10 00.04 00.72 02.39 01.64 00.00 00.00 00.00 00.00 02.02 00.11 01.70 01.47
Skype SVOPC 07.37 08.36 03.41 01.96 00.00 00.00 00.00 00.00 00.00 04.01 00.00 00.00 05.47 00.24 00.80 02.70
SIP PCMA 01.25 00.16 00.27 00.08 00.00 00.30 00.04 00.23 00.01 09.33 00.16 03.72 00.00 00.00 00.00 00.00
SIP PCMU 00.00 00.00 00.00 00.00 00.00 00.37 00.05 00.28 00.14 09.21 00.93 06.20 00.00 00.00 00.00 00.00
SIP G.722 01.56 00.10 00.34 00.04 00.00 00.00 00.00 00.00 00.01 11.66 00.21 04.65 00.00 00.00 00.00 00.00
SIP GSM 00.00 00.00 00.00 00.00 00.00 00.34 00.03 00.26 00.00 07.27 00.07 05.64 00.00 00.00 00.00 00.00
SIP iLBC 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.01 13.99 00.25 05.58 00.05 00.57 00.03 02.86
SIP Speex 32 kHz 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.22 07.46 01.40 05.11 00.07 00.71 00.04 03.07
SIP Speex 16 kHz 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.01 09.21 00.14 09.00 00.00 00.00 00.00 00.00
SIP Speex 8 kHz 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.00 00.01 07.18 00.28 09.13 00.00 00.00 00.00 00.00

used in each VoIP session. In order to evaluate the ac-
curacy of the codec prediction, it would be necessary to
have datasets containing VoIP sessions and labeled with
the information of the codec used in each of the sessions,
which are scarce. Since there are not many available
datasets labeled with the ground-truth information, and
in order to avoid relying on the accuracy of a third-party
classifier, we set up a testbed for capturing datasets for
the performance evaluation of the proposed classifier.
The testbed, depicted in Fig. 8, allowed us to capture the
traffic from VoIP sessions and to save the information of
the codecs and applications that were used. By using
this approach, we could be sure of which application
generated each traffic flow. The testbed was formed by
six groups of computers, each of the groups was con-
nected to a switch, and the six switches were connected

to a different switch, which connects the LAN to the
gateway. This enables the connection to the Internet
through the university network. Three groups were run-
ning the Microsoft Windows operating system, while the
other three groups were running Linux. The application
running in the computers vary in each dataset, and the
VoIP sessions were made from different computers in
the testbed to Windows and Linux computers or Android
smartphones outside or in another LAN in the university
network. The traffic was captured from a mirror port in
the main switch.

Using the testbed, we collected traffic from VoIP ses-
sions and kept a record of the applications running
in each machine. The captured traffic is divided into
four datasets containing 1.7, 1.6, 3.1, and 15.5 GB of
data, as described in Table 3, corresponding to different
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TABLE 6
Average time (s) needed by the classifier to correctly

classify VoIP sessions in the first and second
classifications, using the signatures of the bit rate, group,

and codec levels.

Traffic Bit rate level Group level Codec level
First Second First Second First Second

UDP 9 33 12 – 11 39
TCP 14 – 14 – 12 –
All 11 33 13 – 12 39

capturing periods, from January to March 2011. Besides
the VoIP sessions, each dataset also contains traffic from
different classes of peer-to-peer (P2P) and non-P2P ap-
plications, so as to maximize the possibility of having
false positive cases. Table 4 presents the share of the
different classes of applications in each dataset. We also
included a dataset made available by the Telecommu-
nication Networks Group of the Politecnico di Torino,
in the website of Tstat [5]. Although the traces in this
dataset are a good resource, they only contain a small
number of VoIP sessions of a subset of the codecs used
by Skype.

The VoIP sessions included in the datasets were made
using all the applications and speech codecs described
in appendix A and listed in Table 1 of the main article.
Table 5 presents the share of VoIP traffic in each dataset
for the analyzed speech codecs, with the exception of
the data used by the applications to authentication and
contact status synchronization. Datasets 1 and 2 contain
a greater percentage of Skype traffic, while dataset 3
includes more sessions from SIP applications. Dataset 4
includes primarily Skype sessions over TCP.

In order to maximize the possibility of having false
positive cases, other common classes of applications
were used at the same time during the datasets captur-
ing, such as web browsing (excluding streaming con-
tents, which are included in the streaming class), Hy-
pertext Transfer Protocol (HTTP) downloads (download
of a large file, e.g., a disc image or an executable),
file transfer (File Transfer Protocol (FTP) and Secure
File Transfer Protocol (SFTP)), remote sessions (Telnet
and Secure Shell (SSH)), live or on-demand audio and
video streaming (Real Time Streaming Protocol (RTSP),
HTTP, Microsoft Media Server (MMS), and Flash), P2P
video streaming (PPStream, TVU Player, and SopCast)
and P2P file-sharing (eDonkey, BitTorrent, and Gnutella),
as described in Table 4. The traffic in the datasets is real-
world traffic, it was generated by user machines and cap-
tured in a network aggregation point. The applications
and the content sources used in the datasets capturing
(for example, for media streaming) were available for
any Internet user. The traces from Politecnico di Torino
(Polito) that were mentioned in the main article contain
only the flows used by the VoIP sessions and were also
used in the analysis.
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Fig. 9. Performance results of the proposed classifier for
the different levels of signatures.
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Fig. 10. Performance results of the other tested classi-
fiers.

E.2 Classification Evaluation

The collected datasets were processed by the proposed
classifier. In order to evaluate its accuracy, the re-
sults were compared with the ground-truth informa-
tion gathered at the moment of the capture. For each
dataset, the true positives (TP), true negatives (TN), false
positives (FP), and false negatives (FN) cases (flows)
were counted. Based on these values, two metrics were
used to measure the accuracy of the classifier, sensitivity
and specificity, defined by (5) and (6), respectively, as
described in [6] and [7]. Sensitivity evaluates the ability
of the method to identify the existent VoIP flows, while
specificity measures its capacity to avoid false positive
classifications.

Sensitivity =
TP

TP + FN
, (5)

Speci f icity =
TN

TN + FP
. (6)
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TABLE 7
Percentage of false positives in the traffic from each class of non-VoIP applications, using the signatures of the bit

rate, group, and codec levels.

Traffic Dataset 1 Dataset 2 Dataset 3 Dataset 4
Bit rate Group Codec Bit rate Group Codec Bit rate Group Codec Bit rate Group Codec

HTTP download 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00
Web browsing 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00
Streaming 00.05% 00.00% 00.00% 00.01% 00.00% 00.00% 00.03% 00.00% 00.00% 00.11% 00.06% 00.03
Telnet / SSH 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00
FTP / SFTP 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00
P2P streaming 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 01.64% 01.51% 00.01
P2P file-sharing 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.00% 00.04% 00.00% 00.00

TABLE 8
Results of sensitivity and specificity for each analyzed

codec, when using the codec level signatures.

Codec Sensitivity Specificity
first second

AMR-WB 100.00% 100.00% 99.998%
EG711A 88.67% 88.67% 99.997%
EG711U 86.93% 86.93% 99.997%
G.722 00.00% 00.00% 100.000%
G.729 81.40% 100.00% 100.000%
GSM 100.00% 100.00% 100.000%
iLBC 68.33% 100.00% 99.999%
iPCMwb 26.19% 26.19% 99.999%
iSAC 100.00% 100.00% 100.000%
NWC 00.00% 00.00% 100.000%
PCMA 100.00% 100.00% 99.994%
PCMU 100.00% 100.00% 99.994%
SILK 100.00% 100.00% 99.998%
SILK MB 34.63% 100.00% 100.000%
SILK NB 100.00% 100.00% 100.000%
SILK WB 100.00% 100.00% 100.000%
Speex 16 kHz 100.00% 100.00% 100.000%
Speex 32 kHz 100.00% 100.00% 100.000%
Speex 8 kHz 69.67% 69.67% 100.000%
SVOPC 100.00% 100.00% 100.000%

The classifier continually analyzes every packet since
the beginning of the flow until its end. In every moment,
if the traffic is matched by one of the signatures, the
flow is classified as being generated by a VoIP session
using the corresponding codec. In some cases, the first
classification produced by the classifier is not correct.
Nevertheless, since the classifier continues to analyze
every packet, if in any moment the signature does not
match the traffic anymore but a different signature does,
the classifier corrects the classification. For this reason,
the performance evaluation presented in the main article
includes the results for the first and second (if there is
a second one) classifications. Figs. 9 and 10 present a
graphical representation of the results included in Table 3
of the main article and in Table 9 of the supplemental
material. Additionally, Table 6 includes the average time

from the beginning of the flow until the classifier clas-
sifies the VoIP session. This time represents the delay
since the the first packet of the flow is capture until
a classification is return, which includes the time the
classifier takes to fill the sliding window and the time it
takes to reach the required number of matches. During
the performance evaluation, the false positive cases were
caused by the traffic from streaming, P2P file-sharing,
and P2P streaming applications. Table 7 presents the
percentage of flows in the traffic from each class of
applications that were misclassified, for all the signature
levels.

In addition to the results presented in the main article
and depicted in Figs. 4 and 5, we included Table 8
containing the results of sensitivity and specificity for
each codec when using the codec level signatures. As
explained before, G.722 uses the baseline of PCM, which
may also happens with NWC. For that reason, the be-
havioral properties of traffic from VoIP sessions in which
these codecs were used are very similar to the ones from
PCM VoIP traffic. Hence, all sessions from G.722 and
NWC were classified as PCM, decreasing the sensitivity
for those codecs to 0. Besides these cases, the three VBR
codecs (iSAC, iPCMwb, and EG711) developed by GIPS
also share some similarities, resulting in a few false
positives, especially for iPCMwb. The first classification
of SILK MB VoIP was incorrect in many cases, though it
was always corrected in a second classification. The re-
sults of specificity show how well the classifier correctly
classifies the negatives cases. These values are generally
very high, though a little lower for PCM codecs since
NWC and G.722 sessions were classified as PCM.

The loss of sensitivity was in almost all cases caused
by false positives. Only one VoIP session was not classi-
fied by any signature, when using the bit rate level signa-
tures. In all the other cases where VoIP sessions were not
correctly identified, they were misclassified with one of
the signatures. In some of those cases, the classifier was
unable to maintain a stable classification, during the real-
time analysis. It kept changing the classification during
the analysis of the flow and, therefore, was considered
an incorrect classification.

The performance of the classifier proposed herein was
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TABLE 9
Results of the performance evaluation of other available classifiers.

Dataset l7-filter l7-netpdlclassifier Tstat
Sensitivity Specificity Sensitivity Specificity Sensitivity Specificity

session signaling session signaling session signaling
Dataset 1 30.77% 30.77% 96.50% 69.23% 76.92% 98.04% 00.00% 76.92% 99.89%
Dataset 2 00.00% 100.00% 93.98% 100.00% 100.00% 98.11% 07.14% 57.14% 99.91%
Dataset 3 00.00% 100.00% 95.39% 100.00% 100.00% 97.37% 00.00% 100.00% 99.88%
Dataset 4 03.03% 54.55% 78.11% 09.09% 45.45% 97.73% 00.00% 12.12% 98.82%

Polito 00.00% 00.00% not applicable 90.00% 90.00% not applicable 00.00% 70.00% not applicable

TABLE 10
Measurements of CPU time and maximum memory used by the classifier to analyze 13 distinct trace files and their
dependence on the number of packets whose payload is larger than 5 bytes and on the number of flows containing

packets whose payload is larger than 5 bytes, for the signatures of bit rate, group, and codec levels.

Trace files Total Larger 5 bytes Bit rate level Group level Codec level
Packets Flows Packets Flows CPU time (s) Memory (KB) CPU time (s) Memory (KB) CPU time (s) Memory (KB)

Trace file 1 269322 411 226497 219 4.96 3020 5.50 3016 25.64 3051
Trace file 2 773036 2152 598842 869 13.32 5688 14.56 5680 69.96 5715
Trace file 3 855554 995 680915 452 15.33 3918 17.24 3914 81.67 3945
Trace file 4 1039562 3481 736894 802 16.83 5211 18.61 5203 85.70 5234
Trace file 5 1337017 2365 1256111 1499 29.24 7410 31.18 7402 139.34 7453
Trace file 6 1736251 2997 1635476 1813 38.54 8449 41.52 8434 185.18 8488
Trace file 7 2333035 3815 2203802 2251 53.65 9875 57.05 9852 249.72 9922
Trace file 8 3031885 4765 2869311 2782 69.97 11531 76.02 11508 329.81 11574
Trace file 9 3833565 9773 3184102 6350 79.26 21016 86.29 20984 375.57 21105
Trace file 10 4033409 10123 3342619 6555 83.06 21582 90.35 21551 395.49 21672
Trace file 11 3537662 5533 3349693 3189 82.59 12863 89.81 12844 390.94 12918
Trace file 12 4229292 10666 3510875 6910 87.03 22609 95.19 22578 407.68 22699
Trace file 13 4408424 10967 3658008 7074 91.31 23047 98.90 23012 426.76 23133

also compared with the results obtained with other
available classifiers. Although there are a few studies
proposing methods for the identification of VoIP traffic,
there are not many implementations available. A plat-
form to compare the performance of traffic classifiers,
named NeTraMark, has been recently released [8]. NeTra-
Mark incorporates a few classifiers, based on different
methods, that classify the traffic into several classes.
However, none of them is prepared to identify VoIP
traffic. Furthermore, there is no classifier capable of
identifying, or at least making a strong prediction, of the
codec used in a VoIP session. Hence, it is not possible to
make a direct comparison with the method described in
this article.

Even so, three different available tools were chosen
for distinct reasons and tested with the same datasets.
l7-filter [9] was used as an example of a DPI classifier
based on payload string signatures. l7-netpdlclassifier [10],
another DPI tool, classifies the traffic based on the struc-
ture of the packets. It resorts to a list of protocol descrip-
tors defined using NetPDL [11], a language developed
for packet header description and extended for traffic
classification purposes. Tstat [5] is mainly a tool for the
statistical analysis of traffic. Nonetheless, it incorporates
the behavioral method proposed in [12], which is based
on Naı̈ve Bayesian classifiers and does not resort to the

data carried in the payloads. Tstat was tested with the
traffic models that come with the source code.

Table 9 contains the sensitivity and specificity results
obtained for the three classifiers. The results were ob-
tained in a similar way to the ones of the proposed
classifier. We counted the true and false positive and
negative cases by identifying the VoIP and the non-
VoIP flows that were correctly classified and the ones
that were misclassified. Unlike the approach followed
by this article, these classifiers are not always focused
on the specific flow generated by each VoIP session. In
many cases, the classifiers were not able to classify the
session flow, but they correctly identified signaling flows
generated by Skype or SIP protocols. Hence, the results
included in Table 9 were calculated by considering as
true positives two distinct cases: only the VoIP session
flows identified; or also the signaling flows correctly
classified as VoIP. Moreover, Tstat distinguishes the Skype
traffic between two computers, the traffic between Skype
and traditional telephony, and the Skype signaling data.
Sometimes during the evaluation, although Tstat was
able to identify the specific flow that carries the conver-
sion, it classified it as signaling. These cases were also
considered separately in Table 9.

Nonetheless, as it happens with most traffic classifiers,
it may be possible to bypass the classification method if
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the target applications are able to modify the behavior
matched by the signatures. In the case of DPI, this is
usually easily achieved through the modification of byte
strings in the packet contents used by the signatures or
by the adoption of payload encryption. When behavioral
classifiers are used, avoiding the traffic classification
requires the modification of the behavior explored by
the classifier. In order to bypass the classifier described
herein, it would be necessary to generate packets whose
lengths present patterns distinct from the ones defined
in the signatures. In most cases, the pattern may not be
so easily modified by the target applications because the
packet lengths depend on the speech codec used in a
VoIP session. Nevertheless, if a VoIP application tries to
disguise its traffic by generating packets with lengths
similar to the packet lengths generally used by other
kinds of traffic as, e.g., HTTP traffic, it would have to
generate large packets which would eventually affect the
real time performance of VoIP applications. On the other
hand, less dramatic changes of the packet lengths may
reduce the effectiveness of the codec level signatures,
but generally would still be matched by the group or
bit rate level signatures, as they use wider intervals for
lengths and entropy. Moreover, since the classification
approach is not based on the packet lengths per se
but in their heterogeneity, potential modifications of the
packet lengths added by the applications may create
new patterns in the traffic. As with other classifiers, it is
possible to update the signatures to match the behavior
of new or modified codecs.

In a network scenario that includes a Virtual Private
Network (VPN), it may not be possible to separate each
flow based on Internet Protocol (IP) addresses and trans-
port layer ports, which makes it difficult to use classifiers
that aim to classify each flow separately. In such cases,
the classifier can only be used before or after the VPN
tunnel. Alternatively, classification methods that operate
at host-level may also be used to identify the nature of
the traffic, as in [4].

E.3 Computational Resources

The computational requirements of the other classifiers
analyzed in the scope of this work have, by construction,
a linear dependence on the number of signatures and on
the number of packets. For the sake of completeness, a
simple exercise regarding the processing and memory
requirements of the method described herein was made
and discussed in this section. The included empirical
results concern worst case scenarios. For example, the
memory requirements were taken for the maximum
memory the application needed during the execution.

The proposed classifier analyzes every packet that
arrives to the capture point, with the exception of the
packets whose transport layer payload is smaller than
or equal to 5 bytes, and tries to produce a classification
for each flow. The incoming traffic is separated by flows,

and only a fixed number of packets is stored for each
flow (fixed sized analysis window). The assignment of
a packet to a flow is a negligible operation in terms of
processing, and the calculation of the entropy comprises
a fixed number of instructions. When a packet arrives,
it is inserted in the computational representation of
the respective flow, and the program tries to find the
signature to which the packet belongs. In other words,
each time a packet arrives, the execution goes through
all the signatures. As such, the processing requirements
of the classifier are linearly proportional to ns and to np,
where ns is the number of signatures in the list and np
is the number of processed packets with transport layer
payload larger than 5 bytes.

The classifier only needs to save information that is
related with the flows that are active at each instant.
Besides the window of values that is stored for each
flow, it also keeps a counter of the number of positives
matches for each flow, signature pair. Hence, the memory
requirements of the classifier depends only on the num-
ber of active flows in a given time instant (n f ), on the
number of signatures (ns), and on the size of the sliding
windows (w). Since the packet processor filters out every
packet whose transport layer payload is smaller than or
equal to 5 bytes, n f includes only the number of flows
than contain packets with payload larger than 5 bytes.
The dependence between the amount of memory and n f ,
ns, and w is linear.

The implementation of the described mechanism is
far from being optimized. Nonetheless, in order to un-
derstand how the computational resources consumption
grows as the traffic increases, we measured the CPU
time and memory used by the classifier to process trace
files with different amounts of packets and flows. A few
experiments using /usr/bin/time (a tool that summa-
rizes the system resources used by a program) were
made by running the classifier in a computer with a
3.4 GHz CPU for 13 distinct trace files. These traces were
extracted from the four datasets used in the performance
evaluation and contain a different number of flows and
packets. The CPU time used by the classifier depends on
the number of processed packets whose transport layer
payload is larger than 5 bytes, whereas the used memory
depends on the number of processed flows containing
packets with payload larger than 5 bytes. The results of
the computational resources used during the execution
of the classifier for each of the trace files, using the three
levels of signatures, are described in Table 10. The linear
dependency between the CPU time and np and ns is
visible in Fig. 4 of the main article.

In order to improve its memory efficiency, the classifier
removes the data related to a flow when a connection
ends or reaches a timeout limit. For this reason, and
since the number of active flows varies throughout the
trace as the connections start and finish, it would be
difficult to make any useful observation regarding the
used memory. Therefore, for the purpose of this exercise,
we deactivated the option to remove the data from
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inactive flows. Using this approach, we are considering
the worst case scenario in which all flows in the trace
files are active flows. The maximum memory used by
the proposed classifier depends only on n f , ns, and w.
Nevertheless, it is possible to observe in Fig. 4 of the
main article that the traces with less flows are using
slightly less memory, which results from the fact that,
as explained in appendix D, the classification decision
module only processes flows after the sliding window
is filled, avoiding the need to save information for short
flows with less packets than the size of the window.

The values presented in Fig. 4 of the main article
and in Table 10 are not meant to be analyzed by its
absolute value. The specific values depend not only on
the complexity of the classifier, but also on the hardware
used in the evaluation. Therefore, such values may give
information about the classifier behavior on the test
hardware and link speed, but they do not offer additional
knowledge on how the classifier would perform with
other hardware or link speed (or amount of data). More-
over, another important detail is the optimization of the
method implementation, which has an high weight in
the absolute values of CPU time and maximum memory
used. Therefore, we focused, not on the absolute values,
but on how they grow when the amount of processed
data increases. This evaluation helps to understand how
the classifier would perform with different available
resources and how the resources should be increased so
that the classifier can process more data. In the future,
we expect to address optimization of the classifier and
analyze its performance in high-speed networks.
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